
� If data is not separable introduce penalty: 
 

 

 

� Minimize ϫZϫ2 plus the  
number of training mistakes 
� Set C using cross validation 

 

� How to penalize mistakes? 
� All mistakes are not 

equally bad! 
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� Introduce slack variables [i 
 

 

 
 

� If point xi is on the wrong  
side of the margin then  
get penalty [i
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For each datapoint: 
If margin t 1, don’t care 
If margin < 1, pay linear penalty 
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� What is the role of slack penalty C: 
� C=f: Only want to w, b  

that separate the data 
� C=0: Can set [i to anything,  

then w=0 (basically  
ignores the data) 
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� SVM in the “natural” form 
 
 
 

 

� SVM uses “Hinge Loss”: 
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Empirical loss L (how well we fit training data) 

Regularization 
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Hinge loss: max{0, 1-z} 

J. Leskovec, A. Rajaraman, J. Ullman (Stanford University) Mining of Massive Datasets 28 


	Large Scale Machine Learning: Nearest Neighbors
	Supervised Learning
	Large Scale Machine Learning
	Instance Based Learning
	1-Nearest Neighbor
	k-Nearest Neighbor
	Kernel Regression
	How to find nearest neighbors?
	Large Scale Machine Learning:  Support Vector Machines
	Application: Spam Filtering
	Linear models for classification
	Linear Classifiers
	Support Vector Machines
	Largest Margin
	Largest Margin
	Why maximizing 𝜸 a good idea?
	What is the margin?
	Largest Margin
	Support Vector Machine
	Support Vector Machines: What is the margin?
	Support Vector Machines
	Canonical Hyperplane: Problem
	Canonical Hyperplane: Solution
	Maximizing the Margin
	Non linearly separable data?
	Support Vector Machines
	Slack Penalty 𝑪
	Support Vector Machines
	Support Vector Machines: How to compute the margin?
	SVM: How to estimate w?
	SVM: How to estimate w?
	SVM: How to estimate w?
	SVM: How to estimate w?
	SVM: How to estimate w?
	SGD vs. GD
	Example: Text categorization
	Example: Text categorization
	Support Vector Machines: Example
	Online Learning
	Example: Shipping Service
	Example: Shipping Service
	Example: Shipping Service
	Online Algorithms

